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Agenda

o Star-P basics
o Star-P for data analysis

o Early experience on Cray XT with Compute
Node Linux



With Star-P, Cray users can use familiar
productivity languages to explore the output
of their high-end simulations.



Star-P Basics:

Bridges the gap between desktop tools and parallel computing systems

Value proposition

Rapid, interactive apps
development

Potent high-level
parallel abstractions

Minimize code changes

High speed and/or large
memory

MATLAB® and Python
clients today, R soon

Scales to 100s of cores,
>4TB memory

Extensible with existing
serial or MPI-parallel
libraries

4 MATLARB is a registered trademark of The MathWorks, Inc. ISC's products are not sponsored or
endorsed by The Mathworks, Inc. or by any other trademark owner referred to in this document.



Using Star-P with MATLAB

Task-Parallel Data Parallel
* |terations clearly separable » Large monolithic data
o Use Star-P’s ppeval e Use Star-P’s *p construct

— Distributed attribute
propagates to result variables




Example: Cross-correlation

import starp, numpy, time, find_correlations

# Construct a stack of n random 2-D data sets, each sized
# | X. Compute correlation matrices of each and fi nd

# largest absolute value and pair of row and column

# indexes from off-diagonal

# Inputs: data shape |, number of data sets n

print 'Number of processes: ',starp.np()
sizes = (10,1000,1500,2000)
n=64
for | in sizes:
X = starp.random.rand(l,l,n)
t1 = time.time()
maxcorr, rowmax, colmax = \
starp. ppeval (find_correlations.find,x,numOutargs=3)
t2 = time.time()
print 'Size: 'I,'x',1,'x',n," Parallel time: ',t2-t1

exit()



Example: Cross-correlation (cont.)

 Implemented with Star-P
Python client

1000 ==

" Suswa + Running on small XT
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Further Data Analysis Features

« Parallel I/O directly to the server
— HDF5, other formats

* Graph Toolbox
— Explore large graphs

— E.g., connected components, nonnegative matrix
factorization

— SSCA#2 implementation

o Scaled infrastructure
— Full apps run on 256 cores, >4TB memory



With Star-P, Cray users can use familiar
productivity languages to explore the output
of their high-end simulations.



For more info, see
www.lnteractiveSupercomputing.com..............
or send emaill to
spr@InteractiveSupercomputing.com




